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1 Introduction

The aims of the book

In developing and using measures of language abilities, we are
constantly faced with practical questions, ‘What type of test should
we use?’, ‘How long should the test be?’, ‘How many tests do we
need to develop?’, questions to which there are no clear-cut, absolute
answers. Other questions are even more difficult to answer. For
example, ‘How reliable should our test be?’, ‘Are our test scores valid
for this use?’, and ‘How can we best interpret the results of our test?’
In addressing questions such as these, we inevitably discover that the
answers depend upon a wide range of prior considerations. Since
these considerations will vary from one test context to the next, an
appropriate answer for one situation may be inappropriate for
another. Thus, in developing and using language tests we are seldom,
if ever, faced with questions to which there are right or wrong
answers. Answering these questions always requires consideration of
the specific uses for which the test is intended, how the results are to
be interpreted and used, and the conditions under which it will be
given.

This book is not a ‘nuts and bolts’ text on how to write language
tests. Rather, it is a discussion of fundamental issues that must be
addressed at the start of any language testing effort, whether this
involves the development of new tests or the selection of existing
tests. How we conceive of these issues will affect how we interpret
and use the results of language tests. One objective of this book is
thus to provide a conceptual foundation for answering practical
questions regarding the development and use of language tests. This
foundation includes three broad areas: (1) the context that deter-
mines the uses of language tests; (2) the nature of the language
abilities we want to measure, and (3) the nature of measurement.
This conceptual foundation is applicable to a wide range of general
concerns in language testing, including diagnostic, achievement, and
language aptitude testing. Furthermore, this foundation provides a



basis for addressing issues in the measurement of language pro-
ficiency, which presents some of the most complex and challenging
problems for language testing, problems to which much of the
discussion of this text is addressed.

A second objective of this book is to explore some of the problems
raised by what is perhaps a unique characteristic of language tests
and a dilemma for language testers—that language is both the
instrument and the object of measurement—and to begin to develop
a conceptual framework that I believe will eventually lead, if not to
their solution, at least to a better understanding of the factors that
affect performance on language tests. Unlike tests of other abilities or
areas of knowledge, where we frequently use language in the process
of measuring something else, in language tests, we use language to
measure language ability. What I believe this means is that many
characteristics of the instrument, or the method of observing and
measuring, will overlap with characteristics of the language abilities
we want to measure. In order to understand how these characteristics
interact, as I believe they do, and how they affect performance on
language tests, I believe we must develop a framework for describing
the characteristics of both the language abilities we want to measure
and of the methods we use to measure these abilities.

The climate for language testing

Language testing almost never takes place in isolation. It is done for a
particular purpose and in a specific context. A third objective of this
book is thus to relate language testing to the contexts in which it
takes place. Current research and development in language testing
incorporates advances in several areas: research in language acquis-
ition and language teaching, theoretical frameworks for describing
language proficiency and language use, and measurement theory.1

Research in language acquisition and language teaching
As Upshur (1971) noted several years ago, there is an intrinsic
reciprocal relationship between research in language acquisition and
developments in language teaching on the one hand, and language
testing on the other. That is, language testing both serves and is
served by research in language acquisition and language teaching.
Language tests, for example, are frequently used as criterion
measures of language abilities in second language acquisition
research. Similarly, language tests can be valuable sources of
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information about the effectiveness of learning and teaching.
Language teachers regularly use tests to help diagnose student
strengths and weaknesses, to assess student progress, and to assist in
evaluating student achievement. Language tests are also frequently
used as sources of information in evaluating the effectiveness of
different approaches to language teaching. As sources of feedback on
learning and teaching, language tests can thus provide useful input
into the process of language teaching.

Conversely, insights gained from language acquisition research
and language teaching practice can provide valuable information for
designing and developing more useful tests. For example, insights
about the effects of cognitive and personality characteristics on
second language acquisition have led language testers to investigate
the extent to which these factors also affect performance on various
types of language tests (for example, Hansen and Stansfield 1981;
Stansfield and Hansen 1983; Hansen 1984; Chapelle and Roberts
1986; Chapelle 1988). And more recently, language testers have
begun discussing the idea that levels of second language ability may
be related to developmental sequences that characterize second
language acquisition (for example, Ingram 1985; Clahsen 1985;
Brindley 1986; Pienemann et al. 1988). Bachman (1989a) reviews
areas of interface between language testing and second language
acquisition research, concluding that research in areas of common
concern employing a wide range of research designs and methods is
likely to advance knowledge in both fields. New views of language
teaching practice can also inform language test development. Much
of the development in ‘communicative’ language testing in the past
decade, for example (see Morrow 1977, 1979; Harrison 1983;
Seaton 1983; Criper and Davies 1988; Hughes, Porter, and Weir
1988; Alderson 1988) is derived directly from the ‘communicative’
view of language teaching espoused by applied linguists such as
Widdowson, Johnson, Brumfit, Candlin, Wilkins, and Savignon.

Thus, advances in language testing do not take place in a vacuum;
they are stimulated by advances in our understanding of the
processes of language acquisition and language teaching. And
developments in language testing can provide both practical tools
and theoretical insights for further research and development in
language acquisition and language teaching.

Language ability
A clear and explicit definition of language ability is essential to all
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language test development and use. Such a definition generally
derives from either a language teaching syllabus or a general theory
of language ability. Although much foreign/second language pro-
ficiency test development continues to be based on a skills and
components framework such as those proposed by Lado (1961) and
Carroll (1961a), many language testers now take a broader view of
language ability. Oller, for example, has developed the notion of a
‘pragmatic expectancy grammar’ to characterize the abilities in-
volved in appropriately ‘mapping’ aspects of discourse to the
elements of the extralinguistic contexts in which language use takes
place (Oller 1979b). Elsewhere, the terms ‘communicative pro-
ficiency’ (Bachman and Palmer 1982a), ‘communicative language
proficiency’ (Bachman and Savignon 1986), and ‘communicative
language ability’ (Bachman and Clark 1987; Bachman 1988) have
been used to describe this broader view of language proficiency,
whose distinguishing characteristic is its recognition of the import-
ance of context beyond the sentence to the appropriate use of
language. This context includes the discourse of which individual
sentences are part and the sociolinguistic situation which governs, to a
large extent, the nature of that discourse, in both form and function.2

Related to this broadened view of communicative language ability
is the recognition that communicative language use involves a
dynamic interaction between the situation, the language user, and the
discourse, in which communication is something more than the
simple transfer of information. This dynamic view of communication
is reflected in the literature on communicative language teaching (for
example, Johnson 1982; Savignon 1983) and interlanguage com-
munication strategies (Færch and Kasper 1983), and has been
included in frameworks of communicative competence (Hymes
1972b, 1982; Canale and Swain 1980; Canale 1983; Savignon 1972,
1983). This dynamic view of language use also underlies what Oller
has called ‘pragmatic mappings’ between the elements of discourse
and the extralinguistic context (Oller 1979b).

In response to these broader views of communicative language
ability and communicative language use, much effort is being
directed toward developing tests that not only measure a wide range
of language abilities, including grammatical, discourse, sociolin-
guistic, and strategic competencies, but that are also ‘authentic’, in
that they require test takers to interact with and process both the
explicit linguistic information and the implicit illocutionary or
functional meaning of the test material.

A different view of language ability, which informs the Interagency
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Language Roundtable (ILR) oral interview (Lowe 1982, 1985) as well as
the ACTFL Proficiency Guidelines (American Council on the
Teaching of Foreign Languages 1986) and the oral interview test of
language proficiency based on them, has gained considerable
currency in the foreign language teaching profession. The various
definitions of proficiency based on this view are derived, essentially,
from the way the construct is defined operationally in the ILR and
ACTFL scales. Lowe (1988), one of the major spokespersons for this
view, defines proficiency as follows:

proficiency equals achievement (ILR functions, content, accuracy)
plus functional evidence of internalized strategies for creativity
expressed in a single global rating of general language ability
expressed over a wide range of functions and topics at any given
ILR level. (emphasis added)
(Lowe 1988: 12)

Lowe goes on to suggest that the two views of proficiency (the ILR/
ACTFL view and that of ‘communicative language ability’ outlined
above) may prove incompatible, claiming that the ACTFL view is a
‘holistic, top-down view’, while that of communicative language
ability is ‘an atomistic, bottom-up view of language ability’. (pp. 14–
5).

Proponents of the ACTFL view have claimed that the ‘Guidelines’
can provide a basis for criterion-referenced testing and improved
professional standards (Higgs 1982b). The renewed interest in
language testing that these guidelines have generated is encouraging.
Nevertheless, the way in which they define language proficiency has
brought to the forefront questions about the relationship between
test content, test method, and the validity of interpretations or uses
that are made of test scores (Bachman and Savignon 1986; Bachman
1988a).

A common thread that runs through much recent writing in
language testing is the belief that a precise, empirically based
definition of language ability can provide the basis for developing a
‘common metric’ scale for measuring language abilities in a wide
variety of contexts, at all levels, and in many different languages
(Woodford 1978, 1981; B. J. Carroll 1980; Clark 1980; Brindley
1986). If such a scale were available, a rating of ‘1’, for example,
would always indicate the same level of ability, whether this were in
listening, speaking, reading, or writing, for different contexts of
language use, and even for different languages. Bachman and Clark
(1987) state the advantages of a common metric as follows:
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the obvious advantage of such a scale and tests developed from it is
that it would provide a standard for defining and measuring
language abilities that would be independent of specific languages,
contexts and domains of discourse. Scores from tests based on this
scale would thus be comparable across different languages and
contexts.
(Bachman and Clark 1987: 28)

Such tests are of crucial interest for second language acquisition
research and language program evaluation, where measures of
language ability that can be used as criteria for comparing differences
across age groups, varying native languages, and differing teaching
methods are virtually nonexistent (Bachman 1989a). Such tests are
equally important for use in making decisions about language
competency, whether in the context of evaluating learner achieve-
ment in language programs, or for certifying the professional
competence of language teachers.

Applications of measurement theory to language testing
Recently, we have seen major applications of advances in measure-
ment theory to research and development in language testing. These
applications have been primarily in four areas: construct validation,
generalizability theory, item-response theory, and criterion-refer-
enced testing.

Construct validation

Research into the relationships between performance on language
tests and the abilities that underlie this performance (construct
validation research) dates at least from the 1940s, with John B.
Carroll’s pioneering work (Carroll 1941). The interest of language
testers in the construct validity of language tests was renewed in the
1970s by John Oller’s ‘unitary trait hypothesis’, according to which
language proficiency consists of a single unitary ability. By analyzing
the relationships among scores from a wide variety of language tests,
Oller believed he discovered a ‘g-factor’, which he interpreted as a
unitary trait, ‘general language proficiency’. Subsequent studies,
however, disconfirmed the unitary trait hypothesis, and Oller himself
eventually recognized that ‘the strongest form of the unitary trait
hypothesis was wrong’ (Oller 1983a: 352). Nevertheless, Oller’s
work, as well as the research it stimulated, firmly established
construct validation as a central concern of language testing research,
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and generated renewed interest in factor analysis as an analytic
procedure. Other procedures have since been used to examine the
construct validity of language tests, and these are discussed in greater
detail in Chapter 7 below.

Generalizability theory

Generalizability theory (G-theory) provides a conceptual framework
and a set of procedures for examining several different sources of
measurement error simultaneously. Using G-theory, test developers
can determine the relative effects, for example, of using different test
forms, of giving a test more than once, or of using different scoring
procedures, and can thus estimate the reliability, or generalizability,
of tests more accurately. ‘G-theory’ has recently been used to analyze
different sources of measurement error in subjective ratings of oral
interviews and writing samples, and it is discussed in detail in
Chapter 6.

Item response theory

Item response theory (IRT) is a powerful measurement theory that
provides a superior means for estimating both the ability levels of test
takers and the characteristics of test items (difficulty, discrimination).
If certain specific conditions are satisfied, IRT estimates are not
dependent upon specific samples, and are thus stable across different
groups of individuals and across different test administrations. This
makes it possible to tailor tests to individual test-takers’ levels of
ability, and thus to design tests that are very efficient in the way they
measure these abilities. These characteristics are particularly useful
for developing computer-adaptive tests, and item response theory is
being used increasingly in the development and analysis of language
tests. IRT also provides sample-free estimates of reliability, or
precision of measurement. IRT is discussed in Chapter 6 below.

Criterion-referenced measurement

The measurement approach that has dominated research and
development in language testing for the past twenty-five years is that
of norm-referenced (NR) testing, in which an individual’s test score is
reported and interpreted with reference to the performance of other
individuals on the test. The quintessential NR test is the ‘standard-
ized test’ that has been tried out with large groups of individuals,
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whose scores provide ‘norms’ or reference points for interpreting
scores.

In the other major approach to measurement, that of criterion-
referenced (CR) testing, test scores are reported and interpreted with
reference to a specific content domain or criterion level of perfor-
mance. CR tests thus provide information about an individual’s
mastery of a given criterion domain or ability level. While the NR
approach continues to dominate the field, language testers have
advocated CR measurement in some contexts, and CR principles
have recently been applied to the development of language achieve-
ment tests. Furthermore, because of problems associated with the
NR interpretation of test scores, the CR approach has been proposed
as a basis for developing language proficiency tests for both language
program evaluation and for evaluating individual levels of ability.
The CR approach is discussed more fully in Chapters 2, 6, and 8.

Research and development: needs and problems

The development and use of language tests involves an understand-
ing, on the one hand, of the nature of communicative language use
and language ability and, on the other, of measurement theory. Each
of these areas is complex in its own right. Furthermore, there appear
to be certain dilemmas involved in the application of current
measurement models to tests that incorporate what we know about
the nature of communicative language use. Language testers have
thus been faced with increasingly complex problems, and have
sought solutions to these problems in diverse ways.

The problems currently facing language testers have both practical
and theoretical implications, and fall into two general areas. First is
the problem of specifying language abilities and other factors that
affect performance on language tests precisely enough to provide a
basis for test development and for the interpretation and use of test
scores. The second problem is determining how scores from language
tests behave as quantifications of performance. That is, what are the
scaling and measurement properties of tests of language abilities?
Answering this question is particularly difficult because language
tests may measure several distinct but interrelated abilities. Further
complications arise if we would like to interpret scores from
language tests as indicators of the degree of ‘mastery’ with reference
to some externally defined domain or criterion level of ability, rather
than as indices of the relative performance of different individuals.
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Defining language abilities and characterizing test authenticity
All language tests must be based on a clear definition of language
abilities, whether this derives from a language teaching syllabus or a
general theory of language ability, and must utilize some procedure
for eliciting language performance. As simplistic as this statement
may seem, it turns out that designing a language test is a rather
complex undertaking, in which we are often attempting to measure
abilities that are not very precisely defined, and using methods of
elicitation that themselves depend upon the very abilities we want to
measure. This is the fundamental dilemma of language testing
mentioned above: the tools we use to observe language ability are
themselves manifestations of language ability. Because of this, the
way we define the language abilities we want to measure is
inescapably related to the characteristics of the elicitation pro-
cedures, or test methods we use to measure these abilities. Thus, one
of the most important and persistent problems in language testing is
that of defining language ability in such a way that we can be sure
that the test methods we use will elicit language test performance that
is characteristic of language performance in non-test situations.

Most current frameworks of language use are based on the concept
of language as communication, and recognize the importance of the
context, both discourse and sociolinguistic, in which language is
used. Such frameworks are based on a wealth of information from
naturalistic, observational studies. I believe that there is now
sufficient empirical evidence about the nature of language use and the
abilities that are involved in language use to begin the specification of
a theoretical model of communicative language ability that will
provide a basis for the development of both practical tests and of
measures that can, in turn, provide the tools for the empirical
investigation of this model.

A related concern has been with developing testing procedures that
are ‘authentic’ (cf. Language Testing 2, 1, 1985), and attempts to
characterize either authenticity in general, or the authenticity of a
given test have been highly problematic. Language testers have used
terms such as ‘pragmatic’ (Oller 1979b), ‘functional’ (B. J. Carroll
1980; Farhady 1980), ‘communicative’ (Morrow 1979; Wesche
1981; Canale 1983), ‘performance’ (for example, Jones 1979b,
1985a; Courchene and de Bagheera 1985; Wesche 1985) and
‘authentic’ (for example, Spolsky 1985; Shohamy and Reves 1985)
to characterize the extent to which the tasks required on a given test
are similar to ‘normal’, or ‘real-life’ language use. However, when we
consider the great variety that characterizes language use—different
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contexts, purposes, topics, participants, and so forth—it is not at all
clear how we might go about distinguishing ‘real-life’ from ‘nonreal-
life’ language use in any meaningful way, so that attempts to
characterize authenticity in terms of real-life performance are
problematic. Related to this is the question of whether we can
adequately reflect ‘real-life language use’ in language tests.

Another approach to defining authenticity in language test tasks is
to adopt Widdowson’s (1978) view of authentic language use as the
interaction between the language user and the discourse. This notion
is also implicit in Oller’s (1979b) second pragmatic naturalness
criterion: ‘language tests . . . must require the learner to understand
the pragmatic interrelationship of linguistic context and extralin-
guistic contexts’ (Oller 1979b: 33). And while this is the approach I
will advocate and expand upon in Chapter 8, it is also fraught with
problems, not the least of which is the fact that different test takers
are likely to interact individually in different ways with different test
tasks. Some test takers, for example, may perceive a set of tasks as
individual items and attempt to answer them one by one, while
others may perceive them as a whole discourse, to be answered in
relation to each other. Similarly, test takers may differ not only in the
extent to which they are aware of and respond to the functional
meaning of a given test item, but they may also have different
expectations and different contexts, or what Douglas and Selinker
(1985) call ‘discourse domains’, to which they relate that item. Since
sociolinguists have been grappling with the protean nature of
communicative language use in different contexts since Labov’s work
in the early 1970s, it is not surprising to find that variable responses
to different test tasks pose a difficult problem for language testers.

Because of these problems, it is tempting simply to shrug off the
question of authenticity as unimportant, as simply a matter of how
the test ‘appears’ to the test taker. However, if authenticity is a
function of the test taker’s interaction with the test task, it will affect
both the reliability and validity of test scores (Douglas and Selinker
1985; Oller 1986). Furthermore, the approach we take in defining
authenticity is closely related to how we define language ability, and
thus to how we interpret and use the results of language tests.
Adequately characterizing authenticity and estimating its influence
on test takers’ performance is therefore one of the most pressing
issues facing language testers, and constitutes a central theme of this
book. I believe the key to solving this problem lies in specifying the
characteristics of test tasks and test methods sufficiently well that we
can begin to empirically examine test takers’ performance on
different types of test tasks.
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Measurement concerns
A second set of problems derives from the limitations on measures of
mental abilities in general, and of language abilities in particular. In
this regard, we are concerned with the indirectness of our measures,
the limited conditions under which we typically measure language
ability, and the relatively restricted sample of performance that we
obtain. Our primary concern is whether an individual’s test
performance can be interpreted as an indication of his competence,
or ability to use language appropriately and effectively in nontest
contexts.3 Thus, the key measurement problem is determining the
extent to which the sample of language use we obtain from a test
adequately characterizes the overall potential language use of the
individual. In considering this we are inevitably led to consider the
question of whether the language use context of the test resembles so-
called ‘natural’ or ‘normal’ nontest language use. And this, in turn,
leads back to the problem of clearly describing ‘natural’ or
‘authentic’ language use.

Measurement assumptions

Our analyses and interpretations of test results are based on
measurement theory, and the analytic procedures derived from this
theory make specific assumptions about the nature of the abilities we
test and the relationship between these abilities and scores on tests.
One assumption that is fundamental to most current measurement
models is that test scores are unidimensional, which means that the
parts or items of a given test all measure the same, single ability. A
related assumption of current measurement theory is that the items
or parts of a test are locally independent. That is, we assume that an
individual’s response to a given test item does not depend upon how
he responds to other items that are of equal difficulty.

However, from what we know about the nature of language, it is
clear that virtually every instance of authentic language use involves
several abilities. Listening to and comprehending a lecture, for
example, requires, at least, knowledge about the sound system,
lexicon and grammatical structure of the language, about the way
discourse is organized, and about the sociolinguistic conventions that
govern the lecturer’s use of language. Furthermore, the very nature of
language use is such that discourse consists of interrelated illocution-
ary acts expressed in a variety of related forms.

If language test scores reflect several abilities, and are thus not
unidimensional, and if authentic test tasks are, by definition,
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interrelated, to what extent are current measurement models
appropriate for analyzing and interpreting them? The potential
dilemma thus faced by language testers is that tests designed to
satisfy the measurement assumptions of unidimensionality and local
independence may operate at cross purposes from maintaining the
authenticity of the language tasks involved, while language tests
involving authentic language use, on the other hand, may be
incompatible with current measurement assumptions.

The effect of test method

A final problem related to measurement theory is that of determining
the extent to which test performance is influenced by the particular
test method used. Numerous studies have demonstrated that test
method has a sizable influence on performance on language tests (for
example, Clifford 1978, 1981; Bachman and Palmer 1981a, 1982a;
Shohamy 1983b, 1984a). If we are to interpret test scores as
indicators of language abilities, and not of how well an individual
can take multiple-choice tests, for example, we clearly need to
minimize the effects of test method.

Research and development: an agenda

In addition to addressing the problems just mentioned, language
testers, as applied linguists, must respond to the practical need for
more appropriate measures of language abilities for use in language
acquisition and language attrition research, language program
evaluation, and for making decisions about individuals’ attained
levels of competency with respect to various educational and
employment requirements. I believe that most language tests cur-
rently available are inappropriate for these purposes because they are
based on a model of language ability that does not include the full
range of abilities required for communicative language use, and they
incorporate norm-referenced principles of test development and
interpretation.

To address both the practical needs and the theoretical problems
of language testing, Bachman and Clark (1987) have called for the
development of a theoretical framework of factors that affect
performance on language tests, and for a program of empirical
research into both the measurement characteristics of language tests
based on such a theoretical framework and the validity of the
framework itself. This research agenda has subsequently been
seconded and expanded by other language testers as well (Clark and
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Clifford 1988; Clark and Lett 1988). Thus, one of the major themes
of this book is the characterization of these factors and how their
affects influence the way we interpret and use test scores. These
factors fall into four categories, as illustrated in Figure 6.1 in Chapter
6 (p. 165): communicative language ability, test method facets,
personal attributes, and random factors.

The main thrust of my discussion of this theme is as follows. Some
of the factors that affect scores on language tests are potentially
within our control and some are not. Random factors, such as
temporary fluctuations in test takers’ physical condition or mental
alertness, and breakdowns in equipment, are by their very nature
unpredictable, and hence uncontrollable. The influence on language
test performance of personal attributes, such as sex, age, native
language and cultural background, background knowledge, and field
independence are beginning to be better understood, but there are
few contexts in which these can be practically controlled in the
design and use of language tests. That leaves us with the character-
istics, or ‘facets’, of the test method and communicative language
ability, which, I argue, are two factors that we can and must attempt
to control in the design and use of language tests. The frameworks
developed in Chapters 4 and 5 of this book are presented as initial
descriptions of these two sets of factors. They are also proposed as a
starting place for a program of research and development which is
discussed in greater detail in Chapter 8.

The issues discussed in this book are relevant to two aspects of
language testing: (1) the development and use of language tests; and
(2) language testing research. I believe that the fundamental goal of
language test development is to assure that the information, or
scores, obtained from language tests will be reliable, valid and useful.
This means assuring that test performance is related to and
appropriate for the particular interpretations and uses for which the
test is intended. I believe the fundamental goals of language testing
research, on the other hand, are (1) to formulate and empirically
validate a theory of language test performance; and (2) to demon-
strate the ways in which performance on language tests is related to
communicative language use in its widest sense. It is my hope that
this book will be useful for both these aspects of language testing.

Overview of the book

Each chapter in the book presents a set of related issues. Following
the discussion of these issues is a summary, notes, suggestions for
further reading, and discussion questions.
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This chapter and the next two provide a general context for the
discussion of language testing. In Chapter 2 the terms ‘measurement’,
‘test’, and, ‘evaluation’ are defined and the relationships among them
are discussed. Also described are the properties of measurement
scales and the different types of measurement scales that are
commonly used in language testing. Next, the essential measurement
qualities of tests—reliability and validity—are introduced. Several
characteristics inherent to measures in the social sciences and the
limitations these place on the interpretation and use of test scores are
examined. Finally, a set of procedures for designing tests so as to
minimize the effect of these limitations and maximize the reliability
and validity of test scores is outlined. In Chapter 3 I discuss the
various uses of language tests in educational programs, along with
examples of different types of programs to illustrate these different
uses. This is followed by a brief discussion of the research uses of
language tests. Finally, a taxonomy for classifying different types of
language tests is presented.

In Chapters 4 and 5 I present a theoretical framework for
describing performance on language tests. In Chapter 4 I discuss the
part of the framework that pertains to the language abilities we want
to measure. ‘Communicative language ability’ is described as
consisting of language competence, strategic competence, and psy-
chophysiological mechanisms. In Chapter 5 I discuss the character-
istics of the test methods we use to elicit language performance.
These constitute facets of the testing procedure itself—the testing
environment, the test rubric, the input the test taker receives, the
response to that input, and the relationship between input and
response. I suggest that this framework can be used both for
describing the characteristics of existing language tests and for
developing new language tests. I further propose that it provides a
starting point for examining the reliability and validity of language
tests and for formulating empirical hypotheses about the nature of
performance on language tests.

Chapters 6 and 7 provide extensive discussions of the issues and
problems related to demonstrating the reliability of test scores and
the validity of test use. In Chapter 6 sources of error in test scores are
discussed within the context of estimating the reliability of test
scores. The classical true score measurement model is described and I
discuss the approaches to reliability derived from it, including the
assumptions, limitations and appropriate uses of these approaches.
Next, some problems of the classical model are discussed. This is
followed by discussions of the salient features of generalizability
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theory and item response theory as extensions of the classical model
that address these problems. Next, I outline several approaches to
estimating the reliability of criterion-referenced tests. I then discuss
the effects of test method on test performance and how this affects
our interpretation of test scores.

In Chapter 7 I discuss considerations in investigating the validity of
the interpretations and uses we make of language test scores. I
discuss the notion of validity as a unitary concept pertaining to a
particular test interpretation or use. I then discuss the traditional
approaches to validity—content, criterion, and construct—as parts of
the process of validation that provide an evidential basis for the
interpretation and use of language tests. Next, the topic of test bias is
discussed, including brief discussions of some of the factors that
research has shown to be potential sources of bias in language tests.
Finally, I discuss validity issues related to the consequences and ethics
of the use of language tests in educational systems and in society at
large.

In the final chapter, I shed the mantle of objective discussant and
take more of a proactive advocate’s role, dealing with some
persistent issues (and controversies) in language testing, and propos-
ing an agenda for future research and development. I present what I
perceive to be the pros and cons of two different approaches to
defining language proficiency and authenticity in language tests,
arguing that one, the ‘interactional/ability’ approach, provides a
sounder foundation for the continued development of communica-
tive language tests and for the validation of their use. I then argue for
research and development of language tests guided by theoretical
frameworks of communicative language ability and test method
facets. I further argue that such development needs to be based on
criterion-referenced principles of test design and interpretation, and
propose an approach to the development of criterion-referenced
scales of language ability that is not based on criteria of actual
language performance or actual language users. Finally, I indulge in a
bit of stock-taking and crystal ball gazing, urging language testers
not to lose sight of either the applied linguistic or the psychometric
side of language testing, and finding both excitement at the
challenges that lie ahead and confidence in our ability to meet them.

Notes

1 Although many researchers distinguish language learning from
language acquisition, I will use the term ‘language acquisition’
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in a nontechnical sense throughout this book to refer to the
process of attaining the ability to use language.

2 The term ‘language proficiency’ has been traditionally used in
the context of language testing to refer in general to knowledge,
competence, or ability in the use of a language, irrespective of
how, where, or under what conditions it has been acquired (for
example, Carroll 1961a; Davies 1968b; Spolsky 1968; Upshur
1979; Oller 1979b; Rivera 1984). Another term that has
entered the context of language testing, from linguistics via
language teaching, is ‘communicative competence’, which also
refers to ability in language use, albeit a broader view of such
use than has been traditionally associated with the term
‘language proficiency’ (for example, Hymes 1972b; Savignon
1972, 1983; Canale and Swain 1980). Recently, the term
‘proficiency’ has come to be associated, in foreign language
teaching circles, almost exclusively with a specific language
testing procedure, the ACTFL/ILR Oral Proficiency Interview
(Lowe 1983, 1985; Liskin-Gasparro 1984; American Council
on the Teaching of Foreign Languages 1986).

The term ‘proficiency’ has thus acquired a variety of meanings
and connotations in different contexts. Therefore, in order to
forestall misinterpretation and, if possible, to facilitate the
discussion of issues of concern to language testing, I want to
clarify the usage that will be followed in this book. The term I
prefer to use is simply ‘language ability’. However, at times it is
necessary to use the term ‘language proficiency’, and in such
cases in this book it is essentially synonymous with ‘language
ability’, or ability in language use.

3 It has become common practice to offer some sort of stylistic
solution to the problems related to writing in a language which
no longer has a neuter gender in its singular personal pronouns.
One solution that I have decided against is the use of ‘he or she’
or ‘s/he’, since this commits an almost equally grave infelicity, in
my opinion, of dehumanizing the language. Another solution,
particularly popular among male writers, it seems, is to offer a
blanket disclaimer of sexism in language, and to then somehow
justify the use of the masculine forms of pronouns on the basis
of stylistic consistency. I find this approach personally unattrac-
tive, since it is inconsistent with my own beliefs about sexism in
general. The approach I will use is to alternate between
masculine and feminine forms (except, of course, when referring
to specific persons whose sex is known). But rather than
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accomplishing this alternation more or less at random, as
happens in the human population, I will impose a sort of
systematicity to this alternation, maintaining a given gender or
combination of genders throughout a thematic section or
extended example, and then switching this in the following
section. I will, of course, make every attempt to avoid any
sexual stereotyping.
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